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Abstract—Pangenome graphs are emerging as an alternative
to single linear references for population-scale genomic analysis
because they can explicitly encode population diversity and ge-
netic variation. This richer representation helps reduce reference
bias and improve read mapping and variant analysis. However,
leveraging these benefits requires moving beyond traditional
sequence-to-sequence mapping to sequence-to-graph mapping,
which substantially increases computational complexity. This
complexity introduces two key challenges. First, additional pro-
cessing stages, such as linear chaining and graph chaining, are
needed to capture genetic variation in pangenome graphs, causing
intermediate data movement to dominate off-chip memory access.
Second, genetic variations encoded as bubbles in pangenome
graphs further increase irregularity and hinder parallelization.

In this paper, we propose Locus, an efficient accelerator for
sequence-to-graph mapping on pangenome graphs. The key idea
behind Locus is to address the increased intermediate data
movement and computational irregularity introduced by genetic
variation in pangenome graphs. Specifically, we develop a bubble-
aware partitioning algorithm that groups variation bubbles while
preserving workload balance. In addition, we propose a variation-
aware dataflow and a flexible accelerator architecture that
jointly fuse multiple sequence-to-graph mapping stages, thereby
reducing intermediate data movement and off-chip memory
access. We simulated our design using GRCh38 pangenome
datasets [1]. Simulation results show that Locus achieves 2.1x
the throughput and 1.2x the energy efficiency over the state-of-
the-art accelerators [2]-[8]], reduces DRAM traffic by 96%, and
produces near-identical results to software Minigraph.

I. INTRODUCTION

Pangenome graphs have emerged as an alternative to single
linear references for population-scale genomic analysis [9]-
[11], as they can explicitly encode population diversity and
genetic variation. This richer representation reduces the refer-
ence bias inherent in linear mapping and enables more accurate
variant calling across diverse populations [[12]], [13[]. However,
adopting pangenome graphs shifts genomic analysis from
traditional sequence-to-sequence mapping (S2S) [6]], [[14]], [|15]]
to sequence-to-graph mapping (S2G), which aligns sequenc-
ing reads to a graph-based genome reference by identifying
candidate matches and tracing paths through variant branches
to determine each read’s most likely genomic origin [16].

The fundamental distinction between a pangenome graph
and a linear reference is the representation of genetic variation.
In a pangenome graph, variation is encoded as bubbles,
where the graph branches into multiple alternative paths that
capture different alleles or haplotypes. To map reads across
these alternative paths, sequence-to-graph mapping uses linear
chaining and graph chaining to connect candidate matches
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while handling graph-structured variation. Based on our pro-
filing of the HPRC pangenome graph [9] across all 22 hu-
man autosomes, approximately 40% of graph nodes reside in
bubble regions. Compared with non-bubble regions, bubbles
contain longer sequences on average and exhibit higher vertex
degree, since each bubble contains multiple alternative paths.
These properties introduce two key computational challenges.

First, unlike S2S mapping, S2G mapping introduces addi-
tional stages, leading to substantially higher DRAM traffic
for intermediate data. Specifically, seeding produces anchors,
which are consumed by linear chaining to construct candidate
chains, and these chains are subsequently used by graph
chaining to extend mapping across graph paths. This stage-
by-stage dependence requires repeated movement of interme-
diate results, making intermediate data transfer a dominant
component of memory traffic. As Figure [I(a) shows, no
single stage dominates across S2G mappers, and our analysis
shows that intermediate data exchanged between S2G stages
accounts for 86% of total DRAM access (Figure [I[b)). Prior
acceleration efforts have primarily targeted an individual S2S
or S2G stage. For instance, GenDP [4] introduces reconfig-
urable compute units and a partitioning scheme to support
diverse dynamic programming (DP) kernels for alignment and
chaining. TALCO [7] develops a tiling strategy to improve
the efficiency of DP score computation and storage during
alignment. Harp [5]] leverages the quasi-sequential structure of
genome graphs and employs a compact on-chip data structure
to accelerate chaining and filtering. SeGraM [2|] presents
the first minimizer-based seeding accelerator integrated with
bitvector-based alignment. In general, alignment accelerators
focus on wavefront-based algorithms with dense DP computa-



tion patterns [[17], whereas chaining-stage optimizations target
the sparse dependency structure among anchors [|16].

Moreover, compared with conventional graphs, pangenome
graphs introduce additional challenges for workload balancing.
In pangenome graphs, each node may carry a sequence of vari-
able length, leading to nonuniform computational cost across
nodes. In addition, pangenome graphs contain bubble regions
that explicitly represent genetic variation, whereas traditional
graphs more commonly exhibit power-law structural proper-
ties. Although substantial prior work [18]-[21] has studied
graph partitioning, most existing approaches focus primarily
on minimizing edge cuts or vertex cuts. Such objectives are not
sufficient for pangenome graphs: blindly minimizing cuts can
split bubble regions across partitions, increasing inter-partition
communication and breaking the strong dependencies among
alternative paths within a bubble. To preserve locality and
efficiently process variation-rich regions, pangenome graphs
require a new bubble-aware partitioning algorithm.

In this paper, we propose Locus, an efficient accelerator
architecture for sequence-to-graph mapping on pangenome
graphs. Our key observation is that, while pangenome graphs
provide a powerful way to represent genetic variation, they
also introduce additional processing stages and irregular
branch connectivity across nodes. These characteristics in-
crease intermediate data movement between stages and com-
plicate efficient parallel execution. To address these challenges,
Locus combines new algorithms and dataflows to fuse multiple
computational stages by retaining intermediate data on chip,
together with a new graph partitioning algorithm that improves
parallelism and workload balance.

e We develop an analytical model to characterize the
complex memory-access behavior of sequence-to-graph
mapping. Building on this model, we propose a new
graph partitioning algorithm that detects bubble regions in
pangenome graphs and preserves their locality. This de-
sign keeps long-range dependencies within each partition
while maintaining workload balance across partitions.

o We propose a unified accelerator architecture that sup-
ports the diverse computation and communication pat-
terns across different stages of sequence-to-graph map-
ping. This design creates opportunities to retain inter-
mediate data on chip, enabling fine-grained pipelined
execution across stages. In addition, we develop a new
dataflow that maximizes both temporal and spatial data
reuse for sequence-to-graph mapping.

o We evaluate Locus using HPRC pangenome datasets [9].
The results show that Locus achieves 2.1 x the throughput
and 1.2 x the energy efficiency, and lowers DRAM traffic
by 96% compared with state-of-the-art accelerators, while
producing near-identical results to software Minigraph.

II. BACKGROUND AND MOTIVATION

A. Pangenome Graph

The concept of representing genetic variation [22f, [23]]
as a graph rather than as a linear sequence has evolved
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significantly over the past decade. Early work on variation
graphs [24] (i.e., pangenome graphs, as shown in Figure [2))
demonstrated that encoding known variants within the refer-
ence structure can improve read mapping accuracy, particularly
for populations underrepresented in the original reference as-
sembly. The development of the Graphical Fragment Assembly
(GFA) format [25]], [26] further standardized this representa-
tion: each segment (i.e., node) stores a DNA subsequence,
each directed edge connects segments, and each named path
traces a complete chromosome sequence. This format has
been adopted by major pangenome construction pipelines,
including Minigraph-Cactus [27], PGGB [28]], and the Human
Pangenome Reference Consortium (HPRC) [9].

In this work, we profile the HPRC GRCh38 pangenome
graph as a case study, which incorporates 94 diverse chro-
mosome haplotypes spanning 3.1 billion base pairs. Unlike
conventional graphs in social networks or recommendation
systems [29], [30], which often exhibit power-law degree
distributions with a small number of highly connected nodes,
pangenome graphs inherit the near-linear topology of chro-
mosomal DNA. Specifically, they consist of a dominant back-
bone linear chain with localized branching at sites of genetic
variation, forming bubble structures. This distinctive topology
introduces new challenges for S2G mapping.

Linear and bubble regions. Given the structural character-
istics of pangenome graphs, nodes can be naturally categorized
into two types [10], [11]]. A bubble node is a node that lies
inside a superbubble, that is, a subgraph that diverges from
a single entry vertex into alternative paths and reconverges
at a single exit vertex [31]. All remaining nodes are sequen-
tial and lie on the unique backbone path conserved across
chromosomes. Branch and merge vertices bound each bubble,
while the alternative alleles inside it count as bubble nodes
even though their individual in- and out-degrees are one.
This structural dichotomy was introduced in the context of
assembly graphs [?] and later extended to variation graphs.
Using the PGGB toolkit [28], we profiled the full human
pangenome graph across all 22 autosomes and found a remark-
ably stable proportion of bubble regions: Sequential nodes
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Fig. 3: Memory footprints of Minigraph and Locus.
comprise 59.7% =+ 1.5% of all nodes across chromosomes,
with an average node length of ~ 50bp, whereas bubble
nodes comprise 40.3% + 1.5%, with an average node length
of ~ 108 bp.

Although bubble regions account for only about 40% of
nodes, they contain approximately 60% of the total sequence
bases because bubble nodes encode full alternative allele
sequences and are, on average, roughly twice as long as
sequential nodes in our profiling. This 60/40 distribution is not
unique to a single chromosome; it remains consistent within
+2% across all autosomes from chrl to chr22, reflecting the
underlying distribution of human genetic variation observed in
large-scale sequencing studies [23].

B. Sequence-to-Graph Mapping Pipeline

Mapping query sequences to pangenome graphs has been
addressed by diverse algorithmic strategies over the past
decade. Early methods such as BWBBLE [32] extended FM-
index techniques to graph structures, enabling exact match-
ing but struggling with the combinatorial explosion of paths
in bubble regions. More recent tools have converged on a
multi-stage pipeline architecture that balances sensitivity and
computational tractability. GraphAligner [33] proposed bit-
vector alignment for long reads on graphs. The vg toolkit [[12]]
introduced the GBWT index [34]] for efficient haplotype-
aware queries, with vg Giraffe [35] optimizing for short-read
throughput. Minigraph [26]] targets long reads and assembly
sequences with a chaining-first approach that minimizes ex-
pensive alignment operations. Despite their algorithmic differ-
ences, these tools share a common five-stage pipeline structure
and face a common bottleneck: bubble regions impose dis-
proportionate computational and memory costs at every stage,
from chain fragmentation in LC to repeated subgraph traversal
in GC and enlarged wavefront buffers in alignment. We
describe this pipeline following the Minigraph implementation
that serves as our algorithmic baseline:

Stage 1: Seeding. The seeding stage identifies candidate
alignment locations by finding exact matches between the
query and the graph. Modern pangenome mappers predom-
inantly use (w,k)-minimizers [2], [36]-[43]], a subsampling
technique that selects the lexicographically smallest k-mer
within each sliding window of w consecutive k-mers. Prior
profiling studies have shown that seeding typically accounts
for less than 5% of total runtime in pangenome mappers.

Stage 2: Linear chaining (LC). The goal of linear chaining
is to link seed matches (anchors) into maximal co-linear
chains, consolidating scattered matches into candidate align-
ment regions. In pangenome graphs, chaining is performed
per segment: anchors on the same segment are grouped and
processed via dynamic programming. For anchors (a;,a;)
on segment v, let Ag and Ar be the query and reference
distances, and d = |Ar — Agq| the diagonal deviation. The
transition score follows minimap2 [36]:

s(j—i) = min (gspan, min(Ar, Ag)) —yd— 5 logy(d+1) (1)

where gspan is the k-mer span and « the gap penalty. The
first term rewards co-linearity, while the penalties discourage
deviations from indels. Prior work accelerates chaining using
RMQ [44], [45] to reduce O(n?) to O(nlogn), and SIMD
parallelism [5]], [[16] for the DP recurrence. Each output local
chain (48 B) stores a segment ID, score, anchor count, and
query/reference ranges. As LC is segment-local, it cannot
connect anchors across segments; this becomes problematic
in bubble regions, where alternative-allele anchors fragment
into separate chains.

Stage 3: Graph chaining (GC). While linear chaining
connects anchors within segments, graph chaining extends
chains across segment boundaries by exploiting graph con-
nectivity [46], [47]. For each candidate pair of local chains
on potentially different segments, GC invokes a shortest-k
path query to determine whether the source segment can
reach the destination in the graph and at what path distance.
The transition score penalizes the gap between the actual
graph-path distance and the expected distance implied by the
query coordinates. This stage is where graph structure has
the greatest impact on both computation and memory access.
In linear regions, consecutive local chains typically lie on
the same or adjacent segments. In bubble regions, multiple
alternative paths exist between the source and destination
segments, and the shortest-k algorithm must load all related
subgraph data from DRAM.

Stage 4: Filtering and bridging. After graph chaining,
low-scoring chain candidates are discarded based on mapping
quality. For the remaining candidates, the shortest-% path finder
inserts intermediate graph vertices between consecutive chains
on different segments, producing a complete vertex-by-vertex
path for alignment.

Stage 5: Alignment (AL). This stage computes base-level
alignments along the query. Wavefront alignment (WFA) [48]]
has emerged as the preferred algorithm for this stage due to
O(ns) complexity in sequence length n and alignment score
s, compared to O(nQ) for traditional Needleman-Wunsch [49],
[50]. Extensions to graphs include BiWFA [51] for bidirec-
tional alignment and adaptive-band variants that reduce mem-
ory usage. The output is a CIGAR string encoding matches,
mismatches, insertions, and deletions. Notably, WFA buffer
size scales quadratically with gap length; with bubble nodes
averaging ~108 bp, alignments traversing bubbles require
larger buffers than those in linear regions.



TABLE I: Notation for the traffic model.
Workload (measured per query)

Na,Nc, Np, Ny Anchor, chain, path, gap counts
Sa,Sc, Sp Record sizes: 16, 48, 80 B
Sw, So WFA scratchpad and CIGAR output sizes
Pe, Pp Compaction ratios N¢/Nq, Np/Nq
Graph and batching
«@ Bubble-crossing path fraction (= 0.40)
8 Reads per bin in a sorted batch
S Topology bytes per graph node
| B;| Node count in bin i
Design parameters
Meap On-chip buffer capacity
Miuse, Miopo Fusion and topology budgets

T Anchors per tile
Ny Concurrent WFA scratchpad slots

C. Memory Bottleneck Analysis

To characterize the temporal behavior of intermediate data
traffic, we utilized Minigraph to track the memory footprint.
Figure 3| shows the resulting trace for a representative 10 Kbp
read. The baseline exhibits a pronounced sawtooth pattern:
memory grows as each stage accumulates intermediate re-
sults, partially drops when some buffers are released, and
rises again as subsequent stages allocate new working sets.
Wavefront Alignment (WFA) contributes the largest spikes,
since each gap induces a buffer scaling with Ei and multiple
allocations overlap in time. Although the peak working set is
only ~60MB, the instantaneous active data is much smaller.
Only one or a few WFA buffers are live at any moment.
In contrast, cumulative allocation (i.e., the integral over all
alloc/free events) reaches ~1.2 GB, a 20x amplification over
the peak footprint. This discrepancy directly motivates fusion:
by retaining intermediate results on-chip and reusing the WFA
scratchpad across gaps, cumulative DRAM traffic can be
reduced toward the peak working-set bound.

This inefficiency is further exacerbated by bubble regions.
As described in Section linear regions produce long,
contiguous local chains that traverse chaining and alignment
with minimal graph interaction. In contrast, bubble regions
fragment chains across alternative allele segments, forcing
repeated shortest-%£ path queries and repeated DRAM fetches
of partitioned subgraphs. Moreover, bubble nodes have an
average length of ~108 bp, which increases gap sizes and
further inflates WFA buffer demands. As a result, bubble
regions dominate DRAM traffic despite accounting for only
40% of nodes. This imbalance motivates the bubble-aware
partitioning strategy in Section [II-B]

III. VARIATION-AWARE PANGENOME GRAPH
PARTITIONING

A. DRAM Traffic Modeling

We derive DRAM traffic for baseline and fused execution
from the same three-stage pipeline (LC, GC, AL). Table [
lists the symbols; record sizes are taken directly from the
Minigraph source.

Baseline. For traditional stage-by-stage S2G mapping, each
stage reads the input from DRAM and writes the output back.

Given a query that produces N, anchors, the per-stage DRAM
traffic is:

DLC = Na,Sa + N(:Sc (2)
DGC = NcSc + OéNpS-,- + NpSp (3)
DAL = NpSp + NgSu) + NgSo (4)

Here, D;c loads the full anchor set and writes chain descrip-
tors. Dgc reads the chains back, fetches the subgraph (edge
lists and node lengths) for the v = 0.40 fraction of paths that
cross bubble regions, and writes graph-chain paths. Dy reads
the paths, allocates and discards a WFA scratchpad for each of
the N, gaps, and writes the CIGAR output. The total baseline
traffic is the sum Dy,ee = Dic + Dgc + Dar.. The chain term
N_.S. appears in both D¢ (written) and Dgc (read back),
and the path term N,.S), appears in both Dgc and Dyp. These
are the stage-to-stage round trips that fusion eliminates. For
long reads (L > 10Kbp), the WFA scratchpad term NyS,,
dominates Dy, exceeding 86% of total traffic.

Fused Execution. With our proposed stage fusion, each
read’s anchors are partitioned into tiles of size 7', and each
tile proceeds through LC—GC— AL within an on-chip buffer
of capacity My,s. Chain descriptors, path headers, and WFA
scratchpad data are retained across stage boundaries and
therefore never traverse DRAM. For the topology term, the
host groups reads by their mapped bin and submits them to
Locus one bin at a time, allowing the subgraph data of each
bin (i.e., vertex sequences and adjacency lists) to be loaded
once and reused by all 5 reads in that batch. The resulting
per-query traffic becomes:

alN,S;

Dfuse = NaSa + + NgSo (5)
SN—— ——
anchors — CIGAR
topology /3

The three terms represent the initial anchor load, the parti-
tioned subgraph data (edge lists, segment identifiers, and node
lengths), and the alignment output. Note that 7" does not appear
in Dy, because once the tile fits on the chip, making it larger
or smaller changes neither the DRAM traffic nor the subgraph
partition. Tile size matters only for on-chip throughput and
appears in the capacity bound below.

On-chip buffer capacity bound. The on-chip buffer must
hold the current tile’s anchors, its in-flight intermediates, and
partitioned subgraphs:

TSa + pTSe + ppTSp + NuwSw + |Bi|-S7 < Meap (6)

where TS, is the tile’s anchor buffer, p.7'S. and p,T'S,
use the measured compaction ratios p. = N./N, and
pp = N,/N, to constrain the chain and path buffer sizes
proportionally to 7. N,, S, is the WFA scratchpad for N,
concurrent gap alignments, and |B;| is the subgraph size.
DRAM access reduction. Compared with stage-by-stage
S2G mapping, our proposed fusion strategy has a DRAM-
traffic reduction of R = %. For long reads, N,.S,, dominates
the numerator and N,S, dominates the denominator, so R
is limited by the anchor-load floor. Based on our results, R



Algorithm 1 Reflexive Bubble-Centric Partitioning (RBCP)

Input: Genome graph G(V, E, seq_len), initial tile count 7, tile
memory capacity M., with no single superbubble exceeding

cap

Output: Partitions IT with |J, m; = V and size(m;) < My Vi
// Phase 1: Bubble Detection

1: 8B < DETECTSUPERBUBBLES(G)

2: for all sb; € SB do

3: for all sb; C sb; and |sb;| + |sbj|<Mcap do

4 MERGE(sb;, sbj), SB < SB\ {sb;}

5: CONTRACT(SB) > each bubble becomes one indivisible unit
// Phase 2: Centric Bubble Selection

6: min_spacing < Meq/2, Sort(SB), C +

7: for all sb; € SB do

8: if |C| = T then

9: break

0 if diopo(sbs, cbj) > min_spacing Vcb; € C then

1 C + CU{sb;} > vacuous for C = ()
// Phase 3: Capacity-Bounded Multi-Source Ownership

12: dist[v][i] < oo, owner[v] < 0, S + C

13: while S # () do

14: Q < empty min-priority queue

15: for all s € S with new tile index ¢ do

16: tile_size[i] + 0, dist[s][i] + 0, Q.PUSH(0, s, i)

17: while Q # () do

18: (d, u, id) + Q.POPMIN()

19: if owner[u] # 0 then

20: continue > Already claimed; skip
21: if tile_size[id) + seq_len(u) > M.q, then

22: continue > Tile full; refuse and stop growing here
23: owner|u] < id, tile_size[id] += seq_len(u)

24: for all neighbor v of u do

25: d' <+ d+ seq_len(v)

26: if d' < dist[v][id] then

27: dist[v][id] < d’, Q.PUSH(d', v, id)

28: S <+ SEEDRUNS({v : owner[v] = 0})
unclaimed component

29: return II, where 7; < {v € V : owner[v] = i}

> heaviest unit per

ranges from 24x for 100bp short reads to 27x for 10 Kbp
long reads (Section [V-E). The graph partitioning contributes
an additional 10% reduction for batches with 5 ~ 10-50,
which is the typical range for 30 whole-genome coverage.

B. Proposed Pangenome Graph Partitioning

Although many efforts [2f], [4], [S], [7], [8] have been
made to accelerate genome graph analysis, existing approaches
predominantly focus on algorithmic optimizations for compu-
tation or instruction-level parallelism, without fully exploiting
the data parallelism of pangenome graphs during data par-
titioning. For example, TALCO [7] exploits the convergence
property of traceback pointers in sequence alignment to enable
tile-based parallel computation, effectively reducing redundant
memory accesses; however, it targets dynamic programming
matrices instead of pangenome graphs. GenDP [4] tiles the
intra-cell data-flow graph of DP objective functions onto fixed-
structure compute units, optimizing operator-level mapping
within a single DP cell. SeGraM [2] applies a divide-and-
conquer windowing strategy over the two-dimensional align-
ment space formed by a linearized subgraph and a query

read to bound on-chip memory usage, but truncates long-
range structural variant edges beyond a fixed hop limit, leaving
bubble integrity unaddressed at the graph partitioning level.

In addition, unlike traditional graphs (e.g., social networks,
recommendation networks) that typically follow a power-law
distribution, pangenome graphs have a near-linear topology
with localized bubble structures. Specifically, the vast majority
of nodes form long, unbranched sequence chains, while the
graph branches into alternative paths to represent genetic
variants, represented as bubbles, and later rejoins the main
path. Such graph patterns introduce two conflicting demands
for tile-based on-chip execution. First, the linear sequence
regions are amenable to simple, contiguous memory allocation
and exhibit high spatial locality; splitting them arbitrarily
incurs negligible communication overhead. In contrast, bubble
regions create long-range dependencies between their entry
and exit nodes; any partition boundary that cuts through a
bubble induces cross-tile communication among its alternative
paths, thereby reducing on-chip reuse and increasing off-
chip DRAM traffic. The challenge is further compounded
by the wide variation in bubble size, from single-nucleotide
polymorphisms spanning only a few base pairs to structural
variants spanning thousands, which makes uniform partition-
ing strategies ineffective. These characteristics collectively
motivate a bubble-aware partitioning scheme that (1) preserves
bubbles as indivisible units, (2) considers bubble size for tiling
decisions, and (3) dynamically balances tile utilization rather
than enforcing a fixed assignment.

Based on the DRAM access model, we propose Reflex-
ive Bubble-Centric Partitioning (RBCP), a new partitioning
algorithm that exploits the unique topology of pangenome
graphs by distinguishing linear sequence regions from variant-
induced bubble regions. The goal of RBCP is to maximize
on-chip data locality while minimizing communication caused
by long-range dependencies. Overall, RBCP proceeds in three
stages. First, it characterizes the graph topology by detecting
all bubble structures. Second, it selects tile centers by an-
choring each partition around a large representative bubble.
Third, it assigns every remaining node to exactly one tile
using a distance-driven ownership mechanism. As shown in
Algorithm (I RBCP adopts the superbubble detection algo-
rithm [31] to identify all bubbles and collapse each of them
into a single supernode, ensuring that no variation region is
split across tiles. It then selects multiple central bubbles as
partition centers to enable parallel partitioning, spacing them at
least M, /2 apart so that neighboring tiles do not compete for
the same region. Finally, RBCP performs a capacity-bounded
multi-source Dijkstra expansion [52]] from all central bubble
supernodes simultaneously, following edges in both directions.
Each unit is claimed by the nearest center that still has room
for it; a center whose tile would overflow M, refuses the
unit and stops growing in that direction, which keeps every
tile both within capacity and connected. Because a refused
unit must remain eligible for its second-nearest center, RBCP
tracks the expansion distance per center rather than globally.
A unit that no existing tile can accpet becomes the seed of
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Fig. 4: Walkthrough of RBCP on an eight-unit example with M4, = 35 bp.

a new tile, so the partitioning covers the whole graph and
[II| follows from M., rather than being fixed in advance.
Each round seeds one new tile per connected component of
the still-unclaimed subgraph, so the unclaimed set strictly
shrinks and the loop terminates. Partitioning is a one-time
offline step costing O(K (|V|+|E|) log |V|); on the near-linear
pangenome topology only a constant number of centers lie
within M, of any node, so the observed cost approaches
that of a single multi-source expansion. RBCP assumes that
no single contracted bubble exceeds M,,: the merge rule in
Phase 1 never creates one, but a primitive superbubble larger
than M., needs to be decomposed into its alternative paths,
the only case that breaks the bubble integrity.

Figure [] walks through the three phases of Algorithm [I]
on an eight-unit example with M., = 35 bp. Panel 1
shows superbubble detection, which identifies three bubbles
and weights each by the sequence length it spans: 24 bp
for By, 9 bp for By, and 4 bp for B;. Panel 2 contracts
each bubble into one indivisible unit, giving the chain 5 —
6 — Bo(24) — u(9) — 10 — B1(9) — 3 — By(4)
of 70 bp in total, and takes the two largest bubbles as the
centers of Partition 0 and Partition 1; they lie dyopo = 19 bp
apart, satisfying the M.q,/2 = 17.5 bp spacing rule, while
B, is left unselected because the tile budget is already met.
Panel 3 shows the expansion, in which each partition claims
the nearest unclaimed unit and distance is the sequence length
accumulated along the path from its center. The contested unit
u lies 9 bp from Partition 0 and 19 bp from Partition 1, but
Partition O already holds By and the adjacent 6 bp unit for a
total of 30 bp, so 30 + 9 = 39 bp would exceed the capacity.
Partition O therefore refuses v and admits the 5 bp unit at
its far end instead, closing at 35 bp, and Partition 1 claims
when its own expansion reaches it. Panel 4 gives the result:
two tiles of exactly 35 bp with all three bubbles intact. Had the
expansion used distance alone, Partition 0 would have taken
u and closed at 44 bp, overflowing the tile it is meant to fit.

IV. LoCcuUs ACCELERATOR ARCHITECTURE

Beyond graph partitioning, fusing S2G mapping stages
imposes two additional hardware requirements: the on-chip
buffer must retain intermediate data across mapping stages,
and it must store the graph data of the current partition so that
multiple reads can reuse it without repeated DRAM accesses.

A. Proposed Locus Architecture

Figure [3] provides an overview of the proposed Locus archi-
tecture. The accelerator comprises a 12 x 12 reconfigurable PE
array, a two-level memory hierarchy (global buffer and local
scratchpad), a Graph Path Finder (GPF) engine, a Traceback
Engine, and a Range Maximum Query (RMQ) engine [44],
[45].

Global buffer organization. The global buffer (GLB) is
divided into four logical banks that can support both intermedi-
ate data reuse and graph reuse. The banks support intermediate
data exchanged across fused stages: the Anchor Bank stores
seed anchors consumed by linear chaining, the Intermediate
Result (IR) Bank maintains chaining scores and traceback
pointers passed to graph chaining and alignment, and the
Sequence Bank stores packed DNA subsequences for base-
level comparison. In addition, banks store graph structures
shared across reads: the Graph Topology Bank caches vertex
sequences and adjacency lists for the currently active partition
bin. This bank is double-buffered, allowing the next bin’s data
to be prefetched while the current bin is being processed.
The banks are divided to reflect the structural invariant of
a ~ 0.40: approximately 60% of the GLB capacity is assigned
to the fusion working set for dataflow parallelism, and 40%
is assigned to shared subgraph data for data parallelism. This
static partitioning avoids runtime arbitration while matching
the expected workload distribution implied by its graph struc-
ture.

Control and mode switching. The main controller or-
chestrates tile execution through a three-phase FSM (Load,
Execute, Writeback) and manages transitions between pipeline



HOST Cntrl
[DRAM Cntrl. (DDR4-3200)| I: ______ RMQ Engine —---—-
1
PCle/DMA D" :;DQ Candidate anchor sel. |
— Global Buffer !
GLB Cntrl. | IV W — GPF Engine ====="}
i
"""""""""""""" 1 I:" ::IIjeShortest K path Search:
i
I 1 I 1 I 1 1 d 77
I I I 1 ===+ Traceback Engine ====1
G} [1) | D" :E'l e E?gil?k Engine E [1: Linear Chaining
~ ! compression : -Edil :Gap-Aff.
fncho IR Seq. i 2 171 :.WFA-Edit [Z]:Gap-Af
1
BG BG BG | TrE -controller e Others ——] |fas Mode: WFA-Affing_================-n, )
Bank Bani Bank i I:"-:[:] OQueue mgmt/Prefetch tngger""' Scheduling | :'* l.' e @"
| Con A
(a) Overview of A lerator Archi e :H e {EIF pre} g
| @ mode switch: 3 cycles | | L RO oo oo
. et —SWeese—p : Y 3 v o ; @5 Tiling Prefetch Engine
e - Tile t+1 I 1 r 6” T EEi. 0 tie_vald  Q_ful SR, 3
Dram Acce. : E : Load Anchors Tile info: —L o]
Stage TPE : : Prefetch Ctrl. a tile_ID __] .... l " E w
o PE CIZI:II"(')) : o 1 : Top-k selection with o(log n) o'_, - LC+GC+AL | Th;nr;)qlge7 o Queuet i CNH _r
T BGPE : I_;._I Dijkstra’s shortest-# path search WB: Depth Doubls Buf. _2
race Back :

(b) Execution Timeline

(C) TPE and 3-Mode PE

Fig. 5: Proposed Locus Accelerator Microarchitecture: (a) overview of the proposed accelerator architecture, (b) execution time

breakdown, and (c) tile prefetch engine and reconfigurable PE.

stages. The controller incorporates a Tile Prefetch En-
gine (TPE) that implements the data parallelism mechanism
through three functions: (1) a four-entry tile queue that buffers
pending tile metadata from the host, (2) a prefetch trigger that
initiates DMA transfers for the next bin’s vertex sequences
and adjacency lists into the inactive double-buffer bank, and
(3) buffer swap control that toggles between double-buffered
banks upon tile completion. The host side determines the
bin (i.e., the partition containing the most anchors during
tile batching). TPE receives this bin ID along with the next
vertex address and coordinates prefetch timing to hide memory
latency behind computation. Switching between chaining and
alignment modes requires reconfiguring PE datapath multi-
plexers and interconnection topology. The transition protocol
drains in-flight operations (2 cycles), broadcasts mode config-
uration to all PEs (1 cycle), and reconfigures GLB arbitration
(overlapped). Total transition latency is 3 cycles per mode
switch, amortized across thousands of operations per tile.

B. Reconfigurable PE Array

Dataflow parallelism through fusion requires executing lin-
ear chaining, graph chaining, and alignment on unified hard-
ware; if each stage required dedicated compute units, inter-
mediate data would traverse separate buffers and reuse would
be lost. The Locus PE array addresses this through mode-
based reconfiguration: each PE contains shared arithmetic
units (adders, comparators, max-selectors) that are dynami-
cally repurposed across three operating modes. Mode-specific
datapaths are power-gated when inactive.

Mode 1: Chaining. This mode is used during linear
chaining, which connects seed anchors within the same graph
segment into co-linear chains, and is reused during graph
chaining to score cross-segment transitions once the GPF
engine supplies the graph-path distance. The input to this
mode is a pair of anchors (a;,a;) from the Anchor Bank,
where each anchor a; is broadcast to all PEs, which encodes
query position, reference position, and segment ID. Each PE
holds a distinct predecessor anchor candidate a;. The PE
datapath computes the chaining score defined in Equation

It computes the coordinate differences, evaluating the gap
penalty through a logs lookup table, and produces a scalar
score as output. Since the chaining recurrence requires the
best-scoring predecessor among all valid candidates, the RMQ
engine narrows the candidate set in O(logn) time using a
segment tree before the PE array evaluates the surviving pairs,
so no inter-PE reduction is required. The winning score and
predecessor index are written to the IR Bank in the GLB. In
this mode, PEs operate independently with no inter-PE data
exchange. The PE array processes one anchor a; per cycle
across all candidates in parallel.

Mode 2: Wavefront alignment (affine gaps). This mode
is used during the alignment stage for base-level sequence
comparison with affine gap penalty. Each PE handles one
diagonal of the wavefront alignment matrix. The input to the
PE array is a pair of sequences: the query subsequence from
the Sequence Bank and the reference path from the IR Bank.
Each PE reads the five wavefront components (the match
state and two affine gap states per direction) from its local
scratchpad, receives boundary scores from neighboring PEs,
computes the furthest-reaching offsets for the next score, and
writes the results back to the scratchpad. Specifically, insertion
scores flow from left to right between horizontally adjacent
PEs, deletion scores flow from right to left, and match scores
flow diagonally. Each PE performs 9 scratchpad reads and a 5-
way maximum selection per cycle. The output is a completed
alignment score and a set of traceback pointers stored in the
scratchpad, which the traceback engine later compresses into
a CIGAR string. This mode is used for the final base-level
alignment where accuracy requires distinguishing gap-open
and gap-extend penalties.

Mode 3: Wavefront alignment (edit distance). This mode
is a simplified version of Mode 2 used during graph chaining
to verify candidate paths through bubble regions. Each PE
handles one diagonal of the edit-distance wavefront. The input
and PE-to-PE data flow are the same as Mode 2, but the
scoring uses a uniform cost of +1 for all edit operations
instead of separate gap-open and gap-extend penalties. This



simplification reduces the computation from five DP matrices
to three and from 9 scratchpad reads per cycle to 3. The output
is an edit-distance score used to evaluate whether a candidate
path through a bubble is valid. Mode 3 shares the same
physical interconnect as Mode 2; the PE selects between affine
and edit-distance scoring through a multiplexer controlled by
the mode register.

Local scratchpad. The PE array connects to a local scratch-
pad that stores wavefront DP matrices during alignment.
Unlike GLB data that persists across tiles, scratchpad contents
are transient within a single alignment task. The scratchpad
is organized into five logical regions corresponding to WFA
matrix types. Placing DP matrices in local scratchpad rather
than GLB reduces access latency from 3 cycles to 1 cycle,
critical for sustaining PE throughput during the memory-
intensive wavefront computation.

C. Graph Path Finder Engine

Graph chaining extends linear chains across segment bound-
aries by finding shortest paths through the pangenome graph.
When a chain on segment s; must connect to a chain on
segment s;, the GPF engine determines whether a valid path
exists and computes its distance. This information scores
cross-segment transitions and identifies intermediate vertices
for bridging.

The GPF implements a priority-queue-based shortest-path
search [53]]. For each query, the engine explores paths from
source to destination vertex, maintaining candidates ordered
by cumulative distance. Search terminates once the k shortest
source-to-destination paths have been extracted (default & =
4, matching the shortest-k query of Section [[I-B)) or when
the distance exceeds a threshold (typically 2x the coordinate-
based estimate). The GPF comprises four components: (1) a
binary-heap priority queue with hardware-managed insert (2
cycles) and extract-min (3 cycles) supporting 256 entries; (2)
a distance table recording visited vertices and optimal costs
to prevent redundant exploration; (3) an arc cache buffering
recently accessed adjacency lists; and (4) a path reconstruction
unit that traces back through the distance table to emit the
vertex sequence. The engine operates concurrently with PE-
array execution: while the PE array computes linear chaining
for anchor batch b+1, the GPF processes graph queries from
batch b. This overlap hides GPF latency for tiles where graph
chaining is not on the critical path. For bubble-dense regions
where GPF becomes the bottleneck, the controller throttles PE
throughput to maintain correct sequencing.

D. Traceback Engine

After the PE array completes wavefront alignment for each
gap, the traceback engine reads the score matrix and direction
pointers from the local scratchpad, walks backward along
the optimal alignment path, and compresses the result into a
CIGAR string. The output is written to the IR Bank as the final
mapping result. The traceback engine operates concurrently
with the next tile’s load phase, so its latency is hidden behind
DRAM prefetch for the subsequent tile.
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(b) Data Mapping for Fusion

E. Proposed Mapping and Dataflow

To mitigate long-range graph dependencies and resource
underutilization in pangenome graphs, we propose a comple-
mentary dataflow strategy that co-locates bubble-interior nodes
on adjacent PEs and uses sequential nodes to fill the remaining
compute capacity for better workload balance. The key insight
is that RBCP already identifies each bubble (s;,t;) and its
interior nodes during Phase 1 (Algorithm [I). We leverage
this information in an offline preprocessing step to construct
a bubble-topology prefetching table (BPT), a compact static
mapping that assigns each bubble to a contiguous block of
PE rows. Because sequential nodes are typically shorter, they
can then be used to fill remaining capacity with negligible
overhead. Specifically, the BPT maps each alternative path
within a bubble to a dedicated PE row, while the entry and sink
nodes are multicast and collected across rows to avoid redun-
dant computation. Within each row, intermediate DP scores are
forwarded directly between adjacent PEs through the register
file. Since alternative paths within a bubble vary in both node
count and per-node sequence length, shorter paths inevitably
leave their assigned PE rows idle before longer paths complete.
Sequential nodes that carry no dependence on the in-flight
bubble, such as those from other reads batched onto the same
tile, naturally complement this imbalance: because they have
shorter average sequence lengths than bubble-interior nodes,
they can be scheduled into the remaining compute budget of
underutilized PE rows and executed in parallel with longer
bubble paths. Overall, RBCP preserves bubble integrity at the
macro level through tile formation, while the BPT co-locates
bubble paths onto dedicated PE rows and fills idle cycles with
sequential nodes at the micro level, thereby improving PE
utilization during bubble traversal.

As illustrated in Figure @a), consider a bubble with
three alternative paths {S1, S2, S3} traversing interior nodes
{V1.,...,V8}. The entry node SO is multicast to all PE rows
simultaneously. Path S1 is assigned to PE row 0 (PEO-PE3),
path S2 to row 1 (PE4-PE7), and path S3 to row 2 (PE8-
PE11), each processing its interior nodes sequentially with
register-level forwarding. The sink nodes are assigned only
once upon path convergence. Since paths S1 and S2 are shorter
than S3, PE rows 0 and 1 finish early. The subsequent sequen-
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tial nodes (e.g., S1—S52 in the linear region) are unicast to
these idle rows, keeping all PEs active until the bubble is fully
resolved. Supporting these modes requires reconfiguring PE-
to-PE connectivity to match algorithmic data dependencies.
We design the dataflow as shown in Figure [6(b). Chaining
requires collecting a global maximum from distributed local
scores in each PE, while WFA requires exchanging values
between neighboring diagonals. For chaining, the RMQ engine
performs coarse candidate selection using a segment tree [44]],
[45] in O(logn) time, reducing the candidate set from all
anchor pairs to a filtered subset. Since RMQ handles selection,
the PE array evaluates only the selected (i, j) pair; anchor 4
is broadcast to all PEs, but no inter-PE reduction is needed.
For wavefront alignment, each PE handles one diagonal and
exchanges boundary values with its horizontal neighbors: F
matrices flow rightward and F' matrices flow leftward, match-
ing the cross-diagonal dependencies. This is set by the mode
register and reconfigured in the same cycle as the datapath
multiplexers.

V. EVALUATION

A. Experimental Setup

Hardware Implementation. We synthesized the Locus
RTL design using Synopsys Design Compiler with SAED
28 nm technology library under the worst-case PVT corner
at 1 GHz. Power estimation uses Synopsys PrimePower. Area
results are extracted from placed-and-routed designs using
Synopsys IC Compiler II [54]. For DRAM timing, we integrate
with Ramulator [55] configured as DDR4-3200 (25.6 GB/s
peak bandwidth). Throughput and energy are obtained from

cycle-accurate RTL simulation of the complete design; Ra-
mulator supplies DRAM timing, and PrimePower derives
switching activity from the resulting value-change traces. The
global buffer uses single-cycle SRAM banks.

Datasets. We generate synthetic query sequences from hu-
man autosomes (chromosomes 1 through 22) of the GRCh38
human reference assembly [1], following the methodology
established by prior pangenome accelerator studies [2]], [5].
To evaluate scalability across read lengths, we construct nine
configurations spanning four short-read lengths and four long-
read lengths, plus one real-data experiment. For short reads, we
employ ART [56] with the HiSeq 2500 profile [57] to generate
100bp, 150bp, 250bp, and 300bp reads at a 0.1% substitu-
tion error rate. For long reads, we use PBSIM3 [58|] with
the ERRHMM-SEQUEL model to simulate 1Kbp, 10Kbp,
50Kbp, and 100Kbp reads at a 1% error rate. PBSIM3
generates reads to a target coverage, so counts vary slightly
by configuration; Table [ reports the exact number of reads in
each set. Both simulators provide ground-truth alignments in
MAF format for precision and recall validation. In addition,
we include 10,000 subsampled PacBio HiFi reads (~15 Kbp
average length, ~0.1% error rate) from the HG002 (NA24385)
sample provided by the Genome in a Bottle Consortium [59],
representing real sequencing data with authentic error profiles
and read length distributions. For the pangenome reference,
we use the GRCh38 graph (v1.1) from the Human Pangenome
Reference Consortium (HPRC) [9], [27]], which incorporates
94 diverse haplotypes spanning 3.1 billion base pairs.

Baselines. We compare Locus against eleven baselines
spanning four computing platforms. For software baselines,
we evaluate three CPU-based tools: GraphAligner [33|], Min-



TABLE II: Mapping accuracy. F1 measured against simulator
ground truth (S1-L4) or software concordance (R1). AF1: loss
relative to Minigraph.

Cfg. Read len. Reads SW F1 Locus F1 AF1

S1  100bp 92,651 0.9293 0.9293  0.0000
S2  150bp 92,653 0.9512 0.9512  0.0000
S3  250bp 92,659 0.9708 0.9708  0.0000
S4  300bp 92,516 0.9707 0.9707  0.0000
L1 1Kbp 10,157 0.9372 0.9372  0.0000
L2 10Kbp 10,128 0.9563 0.9563  0.0000
L3 50Kbp 10,156 0.9557 0.9556 —0.0002
L4 100Kbp 10,165 0.9506 0.9504 —0.0002
R1T HiFi 9,819 — 09999  —

TConcordance with software; no external ground truth for HG002 HiFi.

igraph [26], and vg Giraffe [35]]; and one GPU-based tool:
HGA [60] running on NVIDIA A100 GPUs. All software tools
are compiled with optimization flags and executed on the same
server with 500 GB of RAM. For hardware baselines, we com-
pare against six ASIC accelerators: Darwin [|6], SeGraM [2],
GenDP [4]], Harp [5]], TALCO [[7], and JSSCC’25 [3]. We also
include one processing-in-memory design, MeG2 [_8]. To en-
sure fair comparison, all ASIC and PIM results are normalized
to 28 nm using standard technology scaling factors [61]]. For
baselines that report results at different read lengths or error
rates, we compare at the closest available configuration.

B. Performance Comparison

Figure [7] compares Locus with all eleven baselines across
the nine configurations of Section panels (a)—(c) report
throughput, energy efficiency, and area efficiency on logarith-
mic axes. Because the hardware baselines accelerate different
subsets of the S2G pipeline, we credit each with zero cost
for the stages it does not implement. Since a design covering
only part of the pipeline can be no faster end to end than
the stages it covers, these figures are upper bounds, and the
margins we report are correspondingly lower bounds. Because
Locus covers linear chaining, graph chaining, and alignment,
its figure spans strictly more work per mapped base than
the partial-coverage designs. Locus sustains 96—471 Mbp/s
and delivers the highest throughput at every configuration.
JSSCC’25 is the strongest baseline in all three metrics; Locus
exceeds it by 2.1x, 1.2x, and 1.1 in geometric mean, with
the throughput margin spanning 1.5-2.6 x. The margin reaches
2.9-9.6x over the other ASICs, 44x over MeG2, and 390—
700 over the CPU mappers.

The baselines themselves show that fusion, not per-stage
compute density, dominates end-to-end throughput. GenDP
and JSSCC’25 accelerate the same two stages and differ
mainly in that JSSCC’25 retains part of the intermediate
data on chip between them; JSSCC’25 leads GenDP at all
nine configurations by 1.4x. Single-stage designs (Darwin,
TALCO) and those omitting alignment (Harp) trail further,
since their uncovered stages still exchange results through
DRAM. Locus extends fusion to the complete LC—-GC—AL
chain, so its advantage grows with the volume of intermediate
data: the margin over JSSCC’25 rises from 1.9x on short
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Fig. 8: Ablation study on each Locus technique.

reads to 2.3x on long reads, peaking at 2.6x at 100 Kbp and
tracking the quadratic growth of the WFA scratchpad with gap
length (Section[[I-C)). The margin is narrowest at 250 bp, where
Locus holds 1.5x throughput but falls to 0.87x and 0.78 x of
JSSCC’25 in energy and area efficiency; on real HiFi reads
it sustains 144 Mbp/s at 2.2x the throughput and 1.2x the
energy efficiency of JSSCC’25. Fusion is not free in area: at
5.65mm?, Locus is roughly twice the most compact baselines
(2.87mm? for GenDP and Harp, 2.90 mm? for JSSCC’25),
since the global buffer and scratchpad must hold the working
set that would otherwise spill to DRAM. Panel (c) shows that
in geometric mean the throughput gain more than repays this
cost: fusing the full pipeline, rather than widening a single
stage, converts the DRAM traffic reduction of Section [V-E]
into throughput and energy efficiency.

C. Mapping Accuracy

Table reports mapping accuracy of the Locus func-
tional model against software Minigraph. For simulated reads
(S1-L4), F1 is computed against ART/PBSIM3 ground-truth
alignments with 200bp position tolerance. Across all eight
simulated configurations, Locus achieves identical F1 to soft-
ware for reads up to 10Kbp, and differs by at most 0.02%
for ultra-long reads (50-100 Kbp). The minor divergence on
L3-L4 arises from numerical precision in chaining score
accumulation over very long anchor sequences. For real HiFi
reads (R1), Locus achieves 99.99% concordance with software
output. These results confirm that cross-stage fusion and tiled
execution preserve mapping accuracy.

D. Ablation Study

Figure [§] shows the contribution of cross-stage fusion and
architecture co-design. We evaluate three configurations: full
Locus (fusion + architecture), fusion-only (software fusion on
baseline hardware), and architecture-only (custom hardware
without fusion). Fusion alone achieves 86% DRAM traffic
reduction and 55% of full-system throughput. With only
accelerator design, it provides no DRAM reduction because
each stage still writes intermediate data to DRAM and reads it
back for the next stage. The full system achieves 96% DRAM
reduction. The additional 10% comes from fetching each graph
region once from DRAM and reusing it across multiple reads.

E. DRAM Traffic Reduction Analysis

Figure [9] quantifies the DRAM traffic reduction from cross-
stage fusion. Panel (a) compares baseline stage-by-stage ex-
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ecution against fused execution across four selected config-
urations. Baseline traffic is dominated by WFA scratchpad
allocation, which accounts for over 85% of total DRAM
access for long reads. Fusion eliminates this overhead by
keeping WFA buffers on-chip, achieving 24-27x reduction
depending on read length. Panel (b) breaks down the fused
traffic into three components: anchor input (unavoidable),
graph data (vertex sequences and edges, reduced by data
parallelism), and CIGAR output (unavoidable). Anchor load
dominates because it is the irreducible input to the pipeline;
graph data and CIGAR together account for less than 5%
of fused traffic. Figure [I0] shows the contribution of each
optimization. Fusing LC and GC eliminates chain descriptor
traffic, reducing DRAM access by 12%. Fusing GC and
AL eliminates path data traffic, saving another 6%. Keeping
WFA scratchpad on-chip accounts for the largest reduction
at 68%, consistent with the quadratic buffer scaling observed
in Section [I-C| These three components constitute dataflow
parallelism, totaling 86%. Data parallelism contributes the
remaining 10% by loading each partition’s subgraph data once
per batch rather than once per read. The final fused traffic is
4% of the baseline.

F. Sensitivity Studies

Figure [TT] shows throughput sensitivity to three architectural
parameters. Panel (a) sweeps GLB capacity (256-2048 KB)
and PE array size (4x4 to 16x16). For short reads, through-
put saturates beyond 648 KB GLB and 12x12 PE array—
the working set fits on-chip and compute resources exceed
memory bandwidth. Long reads continue to benefit from
larger GLB (2.5 gain from 256 KB to 2 MB) and larger PE
arrays, reflecting their larger per-query working sets and longer
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Fig. 11: Throughput sensitivity to (a) GLB and PE array size,
and (b) DRAM technology. Gray bands mark Locus’s design
point (648 KB, 12x12, DDR4-3200).
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Fig. 12: Area and power breakdown by component.
alignment tasks. Panel (b) sweeps DRAM technology from
DDR4-2400 to HBM2. Throughput scales near-linearly with
bandwidth: 10x higher bandwidth (25.6 to 256 GB/s) yields
10x higher throughput. This linear scaling confirms that cross-
stage fusion shifts the bottleneck from compute to memory
bandwidth.

G. Area and Power Analysis

Figure [12] shows the area and power breakdown of Locus
synthesized in 28 nm at 1 GHz: 5.65 mm? and 1.13 W in total.
The global buffer (GLB) and PE array dominate both, at 72%
of area and 79% of power, reflecting the cost of cross-stage
fusion—the GLB must hold the fusion working set, and the PE
array must sustain throughput across all three pipeline stages.
The scratchpad adds 18% of area, the Graph Path Finder only
7% despite its priority-queue-based shortest-path search, and
control logic and the TPE together account for under 3%.

VI. CONCLUSION

This paper presents Locus, an accelerator for sequence-
to-graph mapping on pangenome graphs. We observed that
genetic variation encoded as bubbles introduces two key
challenges: intermediate data movement between pipeline
stages dominates DRAM traffic, and structural irregularity
complicates parallelization. To address both, Locus employs
a bubble-aware partitioning algorithm that groups variation
bubbles while preserving workload balance, and a variation-
aware dataflow that fuses multiple mapping stages onto a
reconfigurable PE array, eliminating inter-stage DRAM traffic.
Evaluated on the HPRC pangenome graph, Locus achieves
2.1x throughput and 1.2 energy efficiency over state-of-the-
art accelerators, reducing DRAM traffic by 96%, and produces
near-identical results to the software Minigraph baseline.
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